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Abstract. In this paper we present a system for the virtual reconstruc-
tion of 3D scenes from range images. For this purpose a laser range
camera is mounted on a suitable device (tripod, rotary table) that al-
lows an exact orientation at given angles. The camera is then rotated
horizontally around it’s optical center and a set of overlapping range im-
ages is acquired. The images are translated into sets of three-dimensional
points in a common coordinate system according to their original view-
ing angle, followed by a fine-registration step that uses a derivative of the
widely-used ICP algorithm. Finally, the resulting sets are integrated into
a VRML model for visualisation. The results of this system can serve as
a pre-requisite for the automatic localisation and recognition of objects
in an environment.

1 Introduction

Many related works deal with 2D mosaicing, i.e. the combination of two or
more grey scale images of a similar origin that have sufficiently large overlap-
ping areas. One example for such an application are panoramic images that are
reconstructed from single frames of a video sequence [14]. There is also a fair
amount of software packages (e.g. [5], [6], [7]) available which provide the means
for joining a set of still images showing a complete view of the surrounding area.
By software like this it is possible to create 360° panoramas that have become
quite popular on web pages [8] and in educational and multimedia applications
[14] in recent years. Figure 2 shows an example.

Range images provide an effortless way to create representations of real world
objects and environments. Generally though, range cameras (like the model we
use [24]) can only capture a small part of an environment and, of course, only one
side of an object with one image. The problem of joining several range images
to form one complete model has also been researched. One possible objective
is the reconstruction of freestanding objects that are either located on a rotary
table or located in a way that the camera can move around them [13], [3], [10].
Furthermore, there are projects which deal with the problem of reconstructing
an environment ”from within”, i.e. with the camera’s viewpoint moving only a
little or not at all [11], [12].
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Fig. 1. An example of a scene that has been reconstructed from multiple range views

Finally, there is a large number of applications and approaches for object
recognition and localisation. Fédisch et al. [17] have developed a system which
provides a model-based approach to this problem. The system identifies known
objects and describes their location and orientation on the basis of single images
taken with our camera. Our idea is to use mosaicing techniques to provide this
system with a larger view of the surrounding environment. Once the correspon-
dences between several images are known, we can pass single frames to such
an object recognition system and derive the absolute position of objects from
the data we receive from both the position within an image (provided by the
object recognition) and this image’s position in the environment (provided by

the mosaicing system).

Fig. 2. A classical panorama reconstructed from a sequence of 2D images: pan from
right to left

The scope of this paper is the part of a system that takes images in a certain
way (as described below) and combines them to form a common representation
in the form of a VRML model as well as to provide information for the mentioned
subsequent localisation step. In particular, we perform the steps denoted by Chen
& Medioni [3] before the result can be visualised as a VRML model:

— Data acquisition There are three main methods for 3D data acquisition:
(1) systems which extract the range data from stereo images (2) systems
that obtain the data from intensity images (e.g. shape from shading, shape
from texture) and (3) active sensors which use time of flight measurement,
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triangulation or structured light. An overview of these techniques can be
found in [18]. Two of the first steps after the acquisition are the calculation
of three-dimensional point coordinates (e.g. cartesian or polar) and the tri-
angulation of neighbouring points so that in subsequent steps the data can
be used regardless of the acquisition method.

Additionally, an important issue is the setup of the camera and it’s cali-
bration. For the reconstruction of freestanding statues, Levoy et al. [13] use
a custom made gantry, other projects [21] have mounted their objects on
rotary tables. If the goal is to capture an environment, it is an advantage to
be able to rotate the camera around it’s optical center to avoid the problem
that objects in one image are occluded in an adjacent one (parallax, cp. [15]).
Murino et al. [4] who use a camera on-board an underwater vehicle do not
have this option which makes the registration step more difficult.

Registration A number of techniques have been developed to solve the
problem of aligning two or more range images. Some works rely on the exis-
tance of feature correspondences, among them the early works of Faugeras
& Hebert [16] and more recently Thirion [19]. Roth [29] combines feature
extraction with a Delaunay tetrahedrisation and matches triangles between
views, rather than the features directly. There are also approaches based on
exhaustive-search for the optimal alignment (Chen et al. [1]).

Most of these techniques are used mainly in pre-alignment steps where a
finer registration is necessary afterwards. Pre-alignment can also be done
manually or by using information obtained during the acquisition process.
When the images are roughly aligned, the ICP (Iterative Closest Point)
algorithm is widely-used. ICP was first introduced by Besl & McKay [2]
and a similar algorithm was developed independantly by Chen & Medioni
[3]. Since then, many derivatives have been proposed (see [20] for a review).

Integration Once the correct alignment of the views is found, they can be
integrated to form a common surface. The methods for this can be cate-
gorised as working on either unorganised or organised point sets. In the lat-
ter case a neighbourhood relationship between points within a set is known.
Range images typically provide this information by the 2D coordinates of
the pixels so an approach is possible that makes use of these constrains (cp.
[22]). The techniques of Soucy & Laurendeau [23], Turk & Levoy [10] and
Sun et al. [22] are similar in integrating meshes directly. Also, volumetric ap-
proaches have been developed (e.g. Curless & Levoy [25], Hilton et al. [26])
which approximate the shape to be reconstructed by an implicit function.
By using mesh integration the meshes retain their overall accuracy although
it can cause problems in areas of high curvature (cp. [25]). Volumetric meth-
ods, on the other hand, are more robust but have the disadvantage that
they produce very high storage costs when higher detail is needed. Hilton
& Tllingworth [28] overcome this problem by using a hierarchical discrete
volumetric structure.
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2 From range images to the final model

This section describes the process we pass through to create a final VRML scene
of the environment. The process we perform is devided into the three steps
suggested by Chen & Medioni [3] (Data acquisition, Registration and Integration)
and the final visualisation as a VRML file.

2.1 Data acquisition

Camera The images we need are acquired with a 3D laser range camera made by
Astrium GmbH [24] which can take still images of static scenes (figure 3). Both
range images and grey scale images are produced by the same CCD chip and
thus represent exactly the same point of the scene in every pixel. The camera
measures the time of flight and intensity of reflected light pulses cast by the
laser which is mounted next to it. The images taken are 640 x 480 pixels in size
and have a depth of 16 bits. The values we obtain from these pixels show the
distance between camera and scene in millimetres. The minimum and maximum
distance the camera can capture is variable between 1.5 and 10 metres, for our
experiments we use a limited range of 2-4 metres.

Fig. 3. A typical pair of range and grey scale images taken with the laser range camera:
areas not reached by the laser are white in the range image

Setup For our application the camera is mounted on a device that allows us to
rotate it horizontally around it’s center of projection. For our experiments we
use a simple tripod with a scale to determine the viewing angle — the camera
is positioned and rotated by hand. More sophisticated setups could also use
an automated rotary table that can be controlled by the same computer that
operates the camera. Our test environment consists of a scene with two walls,
each 4 metres long, that contain some simple objects as well as two-dimensional
landmarks for measuring purposes. Figure 4 shows a view of our test setup.
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Fig. 4. Our test setup

Preprocessing The images contain a significant amount of noise and have to
be preprocessed, e.g. by applying a median operator. Depending on the scene
there can also be undefined areas where objects reflect the light in a way that
disturbs the sensor. However, these areas are easy to find and can be filled with
values from the surrounding pixels. Furthermore, experiments with our camera
have shown, that there is an inherent problem with the position of the laser:
because it is located in some distance to the lens, not all areas that are captured
in an image can be illuminated correctly. Big objects often cast shadows and so
the data from some areas next to them is rather unreliable. As expected, the
shadows are black in the grey scale images because no light reaches these areas.
But they show up white in the range images, because the maximum distance is
assumed where no reflection is detected at all (see figure 3).

The distances denoted by the pixels are those between the center of projec-
tion and the objects in the scene. A planar object that is parallel to the CCD
chip appears curved in the image, as the distance to the object is larger at
the image corners. To obtain real three-dimensional points from the images the
cartesian coordinates have to be calculated. According to the manufacturer’s
technical documentation [24] the simple pinhole camera model is sufficient and
the following equations can be used to compute these coordinates:

(c = co)kcR(r,c)
V(e —co)?k2 + (r —ro)?k2 + 1
y = (T - TO)krR(Ta C)
V(e —co)?k2 + (r —r)%k2 + 1
R(r,c)
V(e —co)?k2 + (r —rg)%k2 + 1

Tr=

z =

where k. and k. are constants that depend on the camera’s chip size and focal
length (e.g. k, = height/f), ro and ¢y are the coordinates of the image’s center
and R(r,c) is the measured distance at the given row and column. Data sets
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converted in this way have their common origin at the center of projection and
all ”point” in one direction. The next step is to rotate them around the center
according to their original viewing angle.

- 30° 90°

>~ Camera

Fig. 5. Range images are rotated around their common origin

2.2 Registration

As described in the previous section, two adjacent images are always taken with a
fixed angle between them. This angle is used for rough positioning in the common
coordinate system. However, in order to integrate the views into one model a
more exact alignment is necessary. Each set of points has to be translated and
rotated by a rigid transformation so that the corresponding points of two or
more sets approximately form one surface. The search for this transformation is
called registration.

The registration problem for two images can be formalised as follows (cp. [1],
4]

Given two datasets of three-dimensional points, P and ) (sometimes called
"model” and ”scene” because of the similarity to the object recognition problem)
with an overlapping area, i.e. subsets P, and @), of each set that can be trans-
formed so that each point p; € P, is at a similar position as it’s corresponding
point in @, under respect to a noise factor N;:

Po = {pz = [xhy’i;zi]T | i = 1727 "'7”0}
Qo = {T()pz + Nz | i = 1727 “'7”0}

where Tp is a transformation matrix for the rigid transformation (translation
and rotation) and ng is the number of points in both subsets. Chen et al. [1] also
demand that P, and @, have to be the two largest possible overlapping areas,
to avoid ”meaningless solutions”. Their exhaustive search type of registration
technique requires this condition. In our case the size of the subsets is approx-
imately given by the initial orientation of the point sets so this can be savely
ignored.

In order to solve the registration problem, our system uses a derivative of the
ICP algorithm that is similar to that described by Pulli [9], in that it uses the idea
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of compatible points as described in section 2.2. This allows us to make use of the
available grey scale images during the registration process. Also, the point-plane
approach introduced by Chen & Medioni is used, where the distances between
points and the tangent planes of supposed corresponding points are minimised
rather then the direct distances between points from both sets.

The abovementioned projects have tested their algorithms on freestanding
objects. For the scope of our work it is taken for granted that these ideas basically
work also with our kind of data — once the point-sets have been retrieved, there
should be no great difference between surfaces that have been measured from
the outside and those retrieved from our central viewing point.

Algorithm Overview The ICP algorithm needs an initial transformation that
roughly aligns the point sets. For each point of a subset (the control points) of
one of the sets it chooses one nearby point with similar attributes (a compatible
point) of the other set and minimises the overall distance between these pairs by
a rigid transformation. This procedure is repeated multiple times until the sets
converge.

Control Points Although this is not a feature-based approach and the algo-
rithm could generally take all of the points into account, it saves computation
time to use only a subset for this. It is also a good idea not to choose these
points arbitrarily or from a regular grid, because some points are better suited
for this purpose than others. As suggested by Chen & Medioni [3] we use points
located in rather smooth areas, because the computation of surface normals is
more stable.

As mentioned, some ”shadowy” areas of the images are not reliable. To fur-
ther enhance the average quality of the control points these areas must be de-
tected first and ignored during the registration process.

Compatible Points To find candidates for the corresponding points the normal
vectors of the chosen control points are calculated. Points are considered to be
corresponding if the angle between their normal vectors is smaller than a given
value. The grey scale images taken by our camera are also used here: the intensity
values associated with the points during the aquisition must not differ more than
a given value if the points are to be paired. Optimal values for these variables
will be adapted by experimentation.

Minimising the Distance Once candidates for point pairs are found, the
transformation for the current iteration can be calculated e.g. with a least squares
method.

Be T the transformation we search for, N the number of control points,
(T o TF—1p;) the point p; after the previous tranformation T%~! and T have
been applied, Sf the tangent plane of ) at the corresponding point ¢; of p;, and
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ds a distance function of a point from P to the tangent plane of a point from Q.
Then, the value we are trying to minimise is the following (cp. [3]):

N
et = dy(T o T+ 'p;, S

i=1

Algorithm Summary The algorithm we use passes through the following steps
in each iteration:

1. Choose a set of control points p.,,i =1,2,...,mq from P,

2. For each p,, find the nearest compatible point in @,

3. Find the transformation T that minimises the sum of least squares of the
distances between the control points and the tangent planes of their corre-
sponding points in @,

The algorithm terminates, when the improvement of the registration is smaller
than a given threshold.

Multiview registration We register images pairwise and add them to the
common coordinate system one by one. However, registration of more than two
point sets can be considered a more constrained problem, as new images can
contain information that can improve the registration of all the images in the
case that several images have a common overlapping area. Solutions to this
particular aspect have been developed e.g. by Pulli [9] and Stoddard & Hilton
[27].

2.3 Integration

After the alignment step the resulting sets of points can already be visualised
together like in figures 6-7. However, to create one single representation, a further
integration step is necessary as the point sets are still not connected properly
by meshes and still each of them contains parts belonging to overlapping areas
which are redundant in the final mesh.

The integration method we use is similar to the ”Mesh Zippering” of Turk &
Levoy [10] with minor alterations. We do not choose a volumetric approach for
several reasons: First, mesh integration seems more straight forward and easier
to implement. Also, we would like to keep most of the originally captured points
in the final mesh. This is because the final representation is supposed to serve as
a visual reference for a following work related to object recognition (see section
3).

The following is a summary of the method with remarks related to our own
setup.

Removing redundant surfaces Turk & Levoy use a fast check routine that
eliminates all redundant triangles from the boundaries of both meshes alter-
nately. Triangles are redundant if they lie within a certain distance to the other
mesh.
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Mesh clipping The remaining triangles on the boundaries still overlap which
makes it necessary to introduce new vertices and edges. To find these, Turk
& Levoy project both meshes onto a plane and determine the intersections of
the boundary of the first mesh with edges of the second mesh. Together, the old
vertices of the first mesh’s boundary and the new ones build a common boundary
of both meshes. A triangulation routine must then fill the adjacent vertices.

Finding the intersections in a 2D domain is a simple solution and probably
sufficient in most cases. However, the projection plane must be approximated
and is thus only roughly parallel to the boundary in all places, which might lead
to problems on meshes with high curvature. As we do not move the camera arbi-
trarily around an object but rather ”look” at all meshes from one central point,
it is possible to find the new vertices more naturally by intersecting the meshes
in the direction of the line of sight, not in the direction of an approximated
normal of the boundary.

Finding a consensus geometry In a last step, Turk & Levoy take into account
the information that was first omitted when removing redundant triangles. For
each vertex in overlapping regions, a surface normal is determined as the average
of a set of surface normals in a neighbourhood. The vertex is then moved only
in the direction of this normal to the average position of all range images.

2.4 Visualisation

The final representation is converted to a VRML file. As a well established
standard, VRML allows platform independent viewing and other applications
such as incorporating the meshes into interactive content.

It is also possible to attach textures to the models. We associate each triangle
of the mesh with the averaged adjacent intensity values from the original grey
scale images to further enhance the overall impression of the scene.

3 First experimental results

The following two representations have been composed from sets of range images
manually.

In the first scene several simple objects are shown in front of two adjacent
walls (figure 7), including the ”double L” object (figure 6) which is one of the
models recognised by the object recognition. This object is one of two that are
attached to the ceiling by strings and are thus 25c¢cm and 60cm away from the
wall respectively. The other objects are attached to the walls directly.

The second scene is almost empty with only the big ”L” in the corner (figure
8). This scene is another test for the planned object recognition step.
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(@) )

Fig. 6. The ”"double L” as (a) range image and (b) VRML representation

Fig. 7. Test scene with several objects

4 Future work

The first results encourage us to go on with our work. Results of the final sys-
tem are supposed to be a pre-requisite for a model-based object recognition. The
system of Fddisch et al. [17] uses standard range and grey scale images of the
mentioned laser range camera as input and determines the identity and pose
of objects that correspond to known models. If a larger number of images is
available, like in our case, it is desirable to pass only those to the object recog-
nition that probably contain recognisable objects. A fast segmentation routine
could find such regions of interest and identify the particular frames. Information
about the location of objects in these frames would then be requested from the
object recognition system and combined with the location of the frame in the
environment that was determined during the registration process. To accelerate
this process, the registration could also be restricted to several pixel lines, as
opposed to the whole images.

An additional benefit would be the possibility to construct representations
which are closer to reality. Objects that are nearby the camera typically generate
undefined areas behind them as we do not combine images from several view-
points (figure 6). Once an object has been identified, it’s mesh could be removed
from the representation and replaced by the appropriate model.
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